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Abstract

A theory of optimal control for hybrid systems
(those combining finite state machines and differ-
ential equations) has been developed. Such opti-
mal controls are characterized as the solution to
generalized, or hybrid Bellman equations. These
equations are the starting point for algorithms com-
puting optimal and sub-optimal controls. Herein,
we review these equations and algorithms for their
solution. We also begin to document the compu-
tation of such controls using well-established and
emerging ideas in the reinforcement learning area.

1 Introduction

1.1 Hybrid Systems

Hybrid systems are those that combine analog and
digital states, dynamics, and controls [1]. Usually,
they are modeled as combinations of finite state
machines and differential equations. For example,
a simple hybrid system that allows autonomous
switching among different dynamics (e.g., a ther-
mostat with hysteresis) may look like

2(t) = f(=()q(1),
ot (t) = wv(x(t),q)),

where z(t) € R", ¢(t) € @ ~ {1,...,N}. Here,
f(be) R —=R", ¢geQ,andv : R" x Q — Q
is the finite dynamics, which are piecewise contin-
uous.

A more complicated version of the above allows for
continuous controls to modulate the vector fields,
discrete controls to influence the change of finite
state, and the ability of the continuous state to
impulsively jump to (sets of destinations) under
certain conditions. Models of this type are quite
general (see [1, 4] for more details). For our pur-
poses, we may consider the augmented or hybrid
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state s(t) = [=(t); ¢(t)] and the following equations:

5(t) [f(x(t),q(t), u(t)); 0],
s+(t) G(z(t),q(t), v(t)),
st(t) € s(t)uD(x(t),q(t)),

Here, wu(t) is discrete control modulating au-
tonomous jumps, which must occur when the con-
tinuous state hits the finite-state-dependent au-
tonomous jump sets, A;. The last equation models
so-called controlled jumps, which may occur when
the continuous state hits the finite-state-dependent
controlled jump sets, Cy; at such time the state may
remain where it is (we decide not to jump) or take
any value in the hybrid-state-dependent destina-
tion set, D(z,q). In each type of jump, both the
continuous and discrete states change immediately.
Examples of these jumps include a ball bouncing
(with modeled instantaneous reset of velocity) and
gear switching (with a choice of when to change
dynamics and which to change to).

.’L‘(f) e Aq(t),
z(t) € Coty-

1.2 Hybrid Bellman Equation

Controls for the above may be computed using
an optimal control framework [4]. Roughly, this
is done by adding running costs to the contin-
uous state and controls, k(z,q,u); autonomous
jump costs, cq(z,q,v); and controlled jump costs,
(s, s'), where s, s’ are the hybrid source and des-
tination states.

In [4], existence of solutions to the optimal con-
trol problem (for an even more general) is proven,
under various technical assumptions. A set of Gen-
eralized Quasi-Variational Inequalities (GQVIs) is
derived that characterize the optimal value func-
tion. Briefly, these equations generalize both the
usual HJB equation for continuous optimal control
and those derived in the impulse control literature
(see [4] for details and references).

For ease of exposition, we may interpret the GQVIs
as the following hybrid Bellman Fquation:

V(s) =min{y(s, @) + V(s (5,a)} (1)




where A is a generalized set of actions and g is a
generalized set of costs. The three classes of actions
available at each s are

e Continuous Controls: u € U.

e Autonomous Jumps, possibly modulated
by discrete controls V (if ¢ € A,).

e Controlled Jumps, choosing source and
destination (if z € Cy).

2 Computing Optimal Controls

Three algorithms for solving the GQVIs mentioned
above were outlined in [1, 8]. The three algorithms
presented can be viewed as generalizations to the
case of hybrid systems of (1) shooting methods for
boundary value problems, (2) impulse control for
piecewise-deterministic processes (PDPs), and (3)
solutions to the Hybrid Bellman Equation above.
The latter was accomplished by extending well-
known value iteration and policy iteration and lin-
ear programming solutions. Some representative
problems were solved, including one with a hystere-
sis nonlinearity and an optimal acceleration prob-
lem involving a continuous throttle plus discrete
gear switching.

Level set methods and the fast marching algorithm
were extended to hybrid systems in a series of pa-
pers [5, 6, 9]. Therein, we also use these algorithms
to compute upper- and lower-bounds of the opti-
mal value function. Several representative prob-
lems (e.g., climbing stairs and gear switching) are
solved.

3 Reinforcement Learning and
Behavioral Programming

Unfortunately, the methods mentioned above suffer
from the curse of dimensionality. This is not sur-
prising since they are based on the underlying idea
of dynamic programming. There are some ways
around this, including

e Use reinforcement learning techniques to ap-
proximate the value function;

e Solve a sub-optimal problem with added
structure

As for the former, all of the techniques of rein-
forcement learning [14] are extensible to hybrid sys-

tems by virtue of the hybrid Bellman Equation
(1). Specifically, we have used the TD-learning
algorithm has been used to solve such problems,
an example of which appears below. In that ex-
ample, the reader will see that our discretiza-
tion is such that problem is simply an MDP (but
with a non-traditional neighborhood structure—
compared to usual discretizations—arising from the
allowed jumps; this is, of course, no problem theo-
retically).

In [2, 3, 9], we introduced the notion of behavioral
programming as a technique for solving hybrid con-
trol problems. Briefly, the idea is

1. Pick a set of “basis” continuous controllers,
or behaviors

2. Solve the problem by switching among them

Choosing behaviors is problem-dependent. Figur-
ing out how to switch among them is solve, in prin-
ciple, being optimal hybrid control problems. How-
ever, the idea is to lower their complexity by taking
advantage of the underlying properties of the indi-
vidual controllers among which we are switching.
We call this process “behavioral programming,”
since we are now attempting to perform dynamic
programming at the more abstract level of behav-
iors of the constituent systems. Cf. [13].

Full details and references are given in [7], which
outlines algorithms for the on-line solution of such
problems. These are presented and used in the con-
text of two real-world examples: flight-planning for
autonomous helicopters and wheel slip control (for
ABS). There, the behaviors chosen are trim tra-
jectories and (input and state) comstrained LQR
controllers, respectively.

4 Application: Robotic Assembly

4.1 Peg-in-maze Problems

There is a class of assembly tasks, which can be
viewed as a multi-tiered version of the traditional
peg-in-hole problem. We call them peg-in-maze
assemblies. We have built a special peg-in-maze
assembly structure for illustration and experimen-
tation purposes. This assembly abstracts pecu-
liarities of many vertical-stack assemblies, espe-
cially those for vehicular transmission assemblies
(for details see [10, 11, 12]). As shown in Fig-
ure 1(a)—(d), several layers of plexiglass sheets with
characteristically-shaped holes cut out in the cen-
ter are stacked in a container slightly bigger in size




1 * * G * *

Table 1: Discretized Peg-in-Hole State-Space

than the sheets. This disparity in size allows the
layers to move around independently in the con-
tainer, and hence the location of the holes on the
various layers is uncertain. The peg is also out-
fitted with a “key” that must line up with slot(s)
in order for the peg to be inserted into the slotted
holes; the circular holes are large enough so that
key position is irrelevant.

The peculiarity of this assembly problem is two-
fold: not only does the peg have to search for and
insert through the hole on each layer (in z, y, and
6), the peg’s mobility in the horizontal plane is re-
stricted by the mobility of the layer(s) that it has
entered. In previous work we have used a simple
(rectangular) spiral strategy (with coupled rota-
tions) to search for each hole. This strategy, while
successful, is naive. Our overarching goal is to use
behavioral programming to learn efficient strategies
as a combination of pre-conditioned behaviors. To
tackle the issue of uncertainty, we intend to model
the problem as a partially observable Markov deci-
sion process (POMDP) that we make tractable us-
ing approximation techniques like behavioral pro-
gramming. Here, we report results from the ap-
plication of behavioral programming to a much-
simplified peg-in-hole problem. This should help
fix ideas for the reader in approaching more realis-
tic problems.

A simple two-dimensional peg-in-hole problem is
defined below. As shown in Figure 2, the peg can
move only in the horizontal (z) and vertical (z) di-
rections. Hence, this is a two-dimensional problem.
The layer shown as two distinct parts is in effect one
piece and both parts slide together maintaining the
hole size. The goal is to insert the peg through the
hole and touch the bottom of the box. Herein, for
analysis, we discretize the two-dimensional peg-in-
hole problem as an MDP. The simplified model of
the problem is described by a 3 x 5 grid, as shown
in Table 1. Here, the “*” represents the part, which
means the peg cannot occupy that grid cell. So we
have 11 states. Also, we have (1,3) as the hole or
the goal state.

3 653 | 726 | 808 | 726 | 653
719 | 804 | 899 | 804 | 719
1 * * 1000 * *

Table 2: Optimal Value Function

The dynamics of the problem is an MDP as follows:

e There are four available actions at each state:
UP, DOWN, LEFT, RIGHT.

e Specifically, the peg can move to its neigh-
boring grid cells with one action. If such ac-
tion causes the peg to hit into the wall or the
surface of the part, it will stay in the same
position.

e The model is deterministic, i.e. each action
succeeds with probability 1. This assumption
is based on the fact that the robot can be
definitely controlled to move the peg in the
right direction.

e If an action moves the peg along the surface
of the part, the reward is -5; otherwise, the
reward is -1.

e The start state is one of the first layer states
(z = 3), with equal probability of being each.

e The task is finished when the goal state (z =
1, z = 3) is reached.

4.2 Reinforcement Learning of Strategies

A strategy for assembly can be described as a pol-
icy, mapping states to actions. An optimal pol-
icy is one which maximizes the average rewards
over many successful assembly trials. We can for-
mally define an optimal policy as maximizing the
expected sum of discounted future rewards from
each state s if the system takes action according
to this policy. And the value of following a pol-
icy at each state gives us the state-value function
for that policy. The optimal state-value function
gives the value of a state under the optimal policy.
To identify the optimal state-value function we use
the methods of temporal differences ('TD) [14]. In
this, case, the optimal values found can be verified
by hand. Table 2 shows the optimal state-utility
values for the example peg-in-hole problem.

In robot assembly problems, some possible solu-
tions to parts of the task may be known. We have




| [ 1 [ 2131415 |
3 ][ 580 | 649 | 808 | 649 | 580
719 | 804 | 899 | 804 | 719
T [ F [1000] *F | *

Table 3: Optimal Value Function

examined actual strategies for peg-in-maze prob-
lems [10, 11], capitalizing on the experience for
these tasks. For example, there may exist con-
trollers or abstract actions for moving the gripper
to a specific home position or moving it until a
certain force is encountered. Based on our idea
of behavioral programming, we can formalize these
temporally abstract actions into behaviors, so that
we can take advantage of the results of behavioral
programming to accomplish the task at such higher
levels of abstraction. Four different behaviors are
defined: move up to limit of movement, ML; move
down/left /right until contact, bc/Lc/rRc. Unlike
primitive actions, a behavior is a series of such ac-
tions until the termination condition holds true.
All behaviors are terminated on hitting a wall or
layer; the D, LC, and RC behaviors are also ter-
minated if the peg drops into the hole. Table 3
shows the state-utility values found using behav-
ioral programming, which are different from the
optimal values (Table 2). However, from Figure
3 we notice that planning with behaviors can con-
verge faster than planning with primitive actions.
In fact, even though primitive actions will eventu-
ally achieve no error, it takes many more epochs
for this convergence to occur. behavioral program-
ming accelerates the planning process at the ex-
pense of the precision of the solution. But behav-
ioral programming is still a useful technique be-
cause learning-speed may be more important than
learning-precision. There are two reasons to justify
the result. One is that the temporal abstractions
by behaviors enable the learning agent to reason
at a higher level. Another reason is that we may
include some knowledge in the form of behaviors
which depend only on the MDP underlying the
environment. Thus, we can consider behaviors as
some means to transfer structural knowledge into
the learning process (cf. subroutines). This is why
behavioral programming can accelerate learning.
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Figure 1. Specia multi-tiered peg-in-maze assembly
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Figure 2. Two-dimensional peg-in-hole problem
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